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Presenter Notes
Presentation Notes
Hi, everyone. This is about agentic AI for EDA: what’s real, what’s stuck, what might come next. The short version is that AI is no longer just predicting EDA outcomes or assisting engineers. It is in the R&D loop – running tools, editing code, evaluating results, and iterating. This shift is nascent but with an obvious end state.  And it raises hard questions about validation, governance, accountability, and what “EDA engineering” becomes.
�
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The need
• IC designers need better design automation tools

• Core challenge of IC design: OPTIMIZATION

Optimization

AI/ML/LLMs Automation 
(EDA)

IC design

Presenter Notes
Presentation Notes
Let me start from the basic need. IC design is inseparable from IC design automation – and it’s inseparable from the AI and ML “boosters” for automation and optimization (and people).
[CLICK] So the first NEED is that IC designers need better IC design tools. And the core challenge is high-stakes optimization at scale.
�
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The need
• IC designers need better design automation tools

• Core challenge of IC design: OPTIMIZATION
• Differentiated design capability means bespoke tools

• “10,000 tapeout rules”: But how many of those tapeouts were on YOUR design ?

Presenter Notes
Presentation Notes
Then, DIFFERENTIATED design capability ultimately requires better, bespoke tools that your competitor does NOT have. [CLICK] Today every chip designer has to buy the same Swiss army knife that their competitor also buys. [CLICK] But they wish they had their own custom scalpels. [CLICK] You might hear that you can only trust a tool that has gone through ten thousand tapeouts – but that tapeout history does NOT help you with YOUR design of today – it can even bake in experiences and tendencies that HURT you !
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The need
• IC designers need better design automation tools

• Core challenge of IC design: OPTIMIZATION
• Differentiated design capability means bespoke tools

• “10,000 tapeout rules”: But how many of those tapeouts were on YOUR design ?
• Scaling is design-based

Mark Papermaster, keynote, Design Automation Conference, July 2022

Presenter Notes
Presentation Notes
And, then, we always need Scaling – which is increasingly DESIGN-based.

AMD’s CTO pointed this out in a DAC keynote four years ago. Already by the N3 node, Design-Technology Co-Optimization added more value than intrinsic scaling. 

And the need for continued SCALING induces many stresses in the semi ecosystem.
�
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Implications for optimization  implications for AI/ML
• Predictions today are Constructive

• Quick-and-dirty, under the hood

• Optimizations today are Iterative
• “Construct by Correction”

• Need Fast Simulations to guide Optimization
• “Construct by Corrections …

… that are Correct by Construction”

Presenter Notes
Presentation Notes
And if we need AI to level-up optimization of IC design – what is UNIQUELY “Difficult, and Different” in our universe?

[CLICK] We need predictions for leverage in exploration. But how can you predict an optimizer that behaves chaotically, let alone a chain of these? [CLICK] The answer is constructive prediction – we predict by doing, quick and dirty, under the hood.
[CLICK] And how do we obtain convergent EDA flow and methodology magic? The answer is “construct by correction”, meaning that our version of optimization is a zillion times through a tweak-analyze-tweak-analyze iterative improvement loop. Look at our databases and our incremental timers and sizers.
[CLICK] Which is where surrogate or compact models and [CLICK] fast PDE solvers come in – we hope they’ll help us shift the accuracy-runtime tradeoff up and to the left! We want to construct with corrections that are more accurate – and we want to make more iterations within the design schedule. 
�
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Agenda 

AI-EDA landscape

Observations

Limitations

Outlook

Presenter Notes
Presentation Notes
So today we’ll start with the landscape of “AI for EDA” – including proof points: agents tuning flows, modifying source codes, and improving real EDA engines.  This is from an open-source EDA perspective – and I want to show the breadth and intensity of progress today.

Then, some observations – about ROI, accountability, hype, governance, and problem reframing. Then, some limitations: validation, sovereignty, IP, and benchmark fragility. And finally, an outlook: what infrastructure we need, and what may come after today’s “agentic” systems. In the spirit of “food for thought”.
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• From prediction models  copilots  closed-loop agents 
autonomous R&D systems

Strata in the AI-EDA landscape  

1 2 3 4 5

Predict Assist Operate Modify Invent

ML models 
predict PPA 

metrics

Accelerate 
human 

productivity

Execute tools, 
interpret failures, 

etc.

Agents evolve 
heuristics, 

source code

Redefine objectives, 
abstractions, spec, 

etc.

R&D Beyond .. Predictor Copilot Operator

Increasing agency

Presenter Notes
Presentation Notes
AI for EDA is NOT one technology – it has been rapidly stratifying by agency that increases left-to-right.
At left, AI gave us predictions of EDA signals: PPA, congestion, timing, routability. 
Then copilots started assisting engineers with RTL, scripts, tests, or documentation. 
Today, agents operate flows: they run tools, interpret failures, debug, and tune. 
The layer I’ve been interested in lately is “modify”: where agents can change heuristics, algorithms, and source code. 
And beyond that is, I think, agency over the problem: systems that help redefine objectives, abstractions, or even the design problem itself.



8A. B. Kahng, MPSoC-2026 260623A. B. Kahng, MPSoC-2026 260623

• Scaling is design-based

• Tools are bespoke

• Ecosystem is consolidated

•Optimization imperative
= do better and faster, with less  

The agentic lever (LLMs  Agents  R&D Acceleration )

From “EDA tools” to “EDA R&D collaborators”

IC design 
optimization
(PPA, schedule, 

cost)

LLMs + tool 
use

EDA = tools
(synthesis, P&R, 

STA, etc.)

(Human +) Agentic 
R&D loop

(read logs, tweak 
params, edit code, 

check/eval + iterate)

Multi-hours/multi-
days reasoning

Comprehend large 
codebases

Invoke tool 
commands

Self iteration with 
feedback

LLMs in EDA (2026 ++)

Presenter Notes
Presentation Notes
The rush to agents in EDA has been so intense because of EDA’s unique nature. Scaling is design-based – and it’s all about optimization.. The tools are bespoke – they encode decades of heuristic know-how, but they are hard to generalize, and hard to adapt and tune. 

This is why agents are so interesting. LLMs can already answer complex EDA queries and automate complex tasks. The [CLICK] new lever is that now an agent can sit inside the R&D loop. It can read logs, call tools, adjust parameters, edit code, run flows, and learn from feedback iteratively over many hours or days or even weeks.
[CLICK] So marrying tool-using agents with EDA tools enables a true agentic R&D loop: eventually, the slow human steps will be phased out, and the end-state limiters will be the environment and the tool latencies. 
[CLICK] The transition is from EDA tools being passive executables to EDA tools plus agents being R&D collaborators.
�
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From assistance to autonomy: two levels

•Fact: Agents (in EDA) will operate across differing levels of abstraction
• Abstraction determines search space, feedback signal, and risk
• Open-source EDA is the perfect (and our only) testbed !!!

•Two levels (~patterns)

• Code-level agents modify algorithmic structure (source code) 
 “Improve the global swap operator in the dpl module of OpenROAD”

• Flow-level agents modify control variables (tool flow, parameters, objectives) 
 “Minimize ECP with < 2% area/power/PDP degradation by tuning ORFS configs”

• Is the agent reasoning about heuristics (code and operators) or about 
policies (parameters and sequencing)?  (Inevitably, agents will reason about both!) 

Presenter Notes
Presentation Notes
EDA agents will operate at and across different kinds of abstraction. The abstraction determines the space of actions, along with costs and risk. 

This is a space where [with caveats for the 30-year hobby horse…] open-source EDA is such a great (really, the only) testbed: code, scripts, logs, benchmarks, GitHub and CI histories, instrumentable trajectories are ALL accessible.�
[CLICK] So, I believe that there are broadly two types of agents that you see in EDA literature. 

Code-level agents modify the algorithmic structure itself – for example, changing the global swap operator inside OpenROAD’s detailed placer.
Then, flow-level agents leave the tool algorithms unchanged, but tune parameters, objectives, and so on.

[CLICK] In some sense the distinction is:  Is the agent reasoning about heuristics, or is it reasoning about policies?
�
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Code-level
GR-evolve  grt

HELIX dpl, gpl

AuDoPEDA 
dpl, gpl, rsz

Flow-level
ORFS-Agent
 flow knobs

Assistants
OR-Assistant, 

OpenROAD-Agent 
 scripts + user 

queries

OpenROAD as a foundation for agentic EDA research

Open code
Open APIs

Open benchmarks

“~13% WL/ECP gains, 40% 
fewer iterations”

94% pass-rate vs. 0% for foundational 
models”

Up to 9% HPWL, 23% RWL reduction 
across 2 PDKs

Presenter Notes
Presentation Notes
To give concrete examples, I have to reference OpenROAD. OpenROAD has become a central platform for agentic EDA research because it is an open-source, executable infrastructure: open code, open APIs, open benchmarks, and end-to-end measurable QoR.

We’ve seen three agent families built around OpenROAD: On the left –  assistants for scripts and user queries, at the bottom – flow-level agents that tune configurations, and on the right – code-level agents that modify actual code, such as placement, routing, and resizing.  With many more on the way!
So today OpenROAD is not just a tool: it (with other efforts) can potentially seed a shared experimental substrate for agentic EDA.  
�
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Three frontiers of recent progress in OpenROAD

“~40% fewer 
iterations than 

autotuners”
“~19% power 

gains”
“~9% HPWL 

gains”

• Treat EDA tools as black-
boxes; tune parameters 
and orchestrate flows

• ORFS-Agent (UCSD) 
OpenROAD-Agent (ASU) 
ORAssistant (PII)

• Algorithms unchanged; 
agents learn the policy 

• Agents can read, edit, 
compile and benchmark
across multi-language 
codebases

• AuDoPEDA (UCSD)

• Algorithms change; 
formal verification; closed-
loop guardrails

• Per-design code 
evolution; tool specializes
to the workload

• HELIX (UCSD)
GR-Evolve (ASU)

• Algorithms change; one 
tool per design vs. one 
tool for all designs

Flow tuners Repo-scale 
coding 

Bespoke, design-
adaptive tools

Presenter Notes
Presentation Notes
So just with OpenROAD, we can classify research progress according to three frontiers.
The first frontier is flow tuning. Here, the agent treats the EDA tools as black boxes. It [CLICK] does not change the algorithms inside OpenROAD; it learns how to configure the flow. For example, ORFS-agent finds good QoR with 40% fewer iterations than Bayesian autotuners.
The second frontier is repository-scale coding where the agent can read [CLICK] *and edit* source, compile, and benchmark across an entire codebase (such as OpenROAD’s). This is hard because reward is built from constraints and objectives: the diff must compile, and it must improve QoR. AuDoPEDA from UCSD is a recent example.
The third frontier is bespoke, design-adaptive tools. Now we go beyond having one EDA tool trying to handle all designs: the agent [CLICK] evolves code for a particular task and design context. HELIX from my group and GR-Evolve from Arizona State are two examples. So please understand what’s happening here: the tool SPECIALIZES ITSELF to the design.
1173 words
�
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Repository-grounded coding agents for OpenROAD

Repo graph + documentation

Literature-grounded planning

Plan localization
(map plan to edit surfaces)

Autonomous execution loop 
(apply diffs, build, run flow, 

measure QoR)

Formal diff checking
(Lean; Aristotle; AXLE)

Target Module(s) Best 𝚫𝚫 Diff scope

Routed wirelength dpl -5.4% 11 files, ~1k LoC

Effective clock 
period gpl, rsz -10.0% 11 files, ~330 LoC

Total power rsz -19.4% 9 files, ~1k Loc

Removing any single stage dramatically reduces valid diff-rate!

No execution loop 
Full system

No documentation

No formal gate
No localization

No planning

92/100

54/100
44/100

41/100
37/100

26/100

Valid diffs out of 100 trialshttps://arxiv.org/abs/2601.06268

Presenter Notes
Presentation Notes
This slide shows what repository-grounded coding agents look like in OpenROAD. This is AuDoPEDA from my group..
�The key here is that editing an EDA codebase is not just a code-generation task. The agent must understand the repo structure, map a high-level optimization idea to the right edit surface, make a valid change, compile it, run the flow, and then interpret QoR, and ITERATE.
�So the pipeline on the left runs through a repo graph and documentation step, literature-grounded planning, plan localization, autonomous execution, and formal or semi-formal diff checking. A lot of scaffolding supports the LLM agent. 
�At top right, you see improvements from the targeted diffs for routed wirelength, effective clock period, and power. And, [CLICK] ablations show how removing any one stage sharply reduces the number of valid diffs. So the agentic EDA success does depend on smart scaffolding – not just a stronger model.
�// PR 9038 is the first-ever autonomously-created diff that passed human maintainers’ review and is now in OpenROAD.
1322 words
�

https://arxiv.org/abs/2601.06268
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A merge-ready OpenROAD PR (agent-driven)

What “merge-ready” requires
• Passed regression/PPA 

guardrails
• Iterated on review feedback + 

merge conflicts
• Auto-generated docs + configs 

+ PR descriptions
• Only manual step: human-expert 

sign-off
• End-to-end LLM cost: ~$30
• Human-edits: 0 (except sign-off)

https://github.com/The-OpenROAD-Project/OpenROAD/pull/9038

Presenter Notes
Presentation Notes
This slide shows one promising sign that agentic EDA is becoming real engineering. 

AuDoPEDA produced a merge-ready OpenROAD pull request. And by “merge-ready,” I mean [CLICK] it passed regression and PPA guardrails, iterated through review feedback and merge conflicts, and auto-generated the supporting docs, configs, and PR description.  See the screenshot on the right. 

The only manual step was human-expert sign-off. The total LLM cost was only about 30 dollars, and there were zero human code edits beyond sign-off. Most importantly, the PR was actually merged into OpenROAD. This is really a milestone because it shows how agent-driven improvements can go all the way into a production open-source EDA codebase that has thousands of users.

https://github.com/The-OpenROAD-Project/OpenROAD/pull/9038
https://github.com/The-OpenROAD-Project/OpenROAD/pull/9038
https://github.com/The-OpenROAD-Project/OpenROAD/pull/9038
https://github.com/The-OpenROAD-Project/OpenROAD/pull/9038
https://github.com/The-OpenROAD-Project/OpenROAD/pull/9038
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Per-design tool evolution in OpenROAD (UCSD and ASU)

Synthesis Floorplan GPL DPL CTS GRT DRT

Coding evolution targets

HELIX GR-Evolve

Attributes HELIX (placement) – UCSD GR-Evolve (routing) – ASU

Target Global + detailed placement (gpl, dpl) Global routing (grt)

Method (μ+λ) evolutionary search with literature-
guided operators

Stateless agentic loop with 
persistent QoR history

Knowledge base 97 papers + documentation + pseudocode + 
parameter list

Distilled router summaries + 
source 

Key results 9% HPWL and 23% RWL (max) 
4.5% / 5.6% geomean 8.7% RWL (max)

HPWL RWL

Presenter Notes
Presentation Notes
We have also seen per-design tool evolution across different stages of the flow.

HELIX from my group focuses on placement – both global and detailed placement — while GR-Evolve from ASU focuses on global routing. The common theme in these two frameworks is that neither is only tuning parameters: the agents are actually evolving code in specific OpenROAD modules, guided by documentation, source context, and prior literature. 
Both follow the evolutionary metaphor along lines of AlphaEvolve/OpenEvolve class of algorithmic optimizations. 
These are metrics  that “real” EDA and design engineers care about: estimated wirelength after placement, and final wirelength after routing. And again, the agentic evolution is touching tool internals, not just wrappers around the flow. 

The [CLICK] bottom row shows that these agentic frameworks can find pretty solid QOR wins.
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ORFS-agent – LLM-driven flow autotuning
• Design flow tuning is high-dimensional

• 1000s (actually 10000s) of knobs in RTL-to-GDS
• Plain Bayesian Optimization struggles – weak domain priors; poor high-D scaling
• Key idea: LLM-driven flow autotuner    ORFS-agent

• Read logs; reason in context; interpret bottlenecks; propose structured 
parameter updates; iterate with tool feedback

Comparison of ORFS-agent and OR-AutoTuner w.r.t. wirelength and ECP
Normalization: Results with OR-AT4 params and 375 iterations set as 1.0

Baseline: OR-AT 
(4 vars, 375 iters) ≡ 1.0

ORFS-agent uses ~40% 
fewer iterations, iso-QOR 

Also: ≈ 13% gains in WL     
or ECP (single-objective)   
(details: MLCAD25 paper)

https://arxiv.org/abs/2506.08332

Presenter Notes
Presentation Notes
This example shows the more “flow operator” side of the landscape. 
For the RTL-to-GDS flow, which exposes thousands of parameters, classical autotuning struggles because the search is so high-dimensional and domain priors are weak.
�ORFS-agent from UCSD uses the LLM to read logs, interpret bottlenecks, and propose structured parameter updates. 
�[CLICK] This is a comparison against ORFS’s Bayesian Optimization-based AutoTuner. ORFS-Agent can reach similar quality with about forty percent fewer iterations, and it’s also beaten ORFS’s autotuner by up to thirteen percent in wirelength or in effective clock period.�
So here the agent is not changing OpenROAD’s internal code; it is only learning better flow policies.
 

�

https://ieeexplore.ieee.org/document/11189204
https://arxiv.org/abs/2506.08332
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• TritonPart = SOTA hypergraph 
partitioner (> hMETIS, KaHyPar)

• Has ILP “boundary optimization” 
step (with CPLEX or OR-Tools)

• Autonomous AI diff “lowers 
the variance” of solver step

• Substantial wins over TritonPart

• Even with the weaker OR-Tools 
solver, finds world’s best-ever 
solutions!

Titan23 suite, LLM-evolved diff
Cut reduction (%) vs. TritonPart

K = 2
K = 3
K = 4

Heuristic-space exploration – min-cut hypergraph partitioning

Presenter Notes
Presentation Notes
And, agents help advance state-of-the-art for classical optimization problems. In EDA, several core optimization problems recur in multiple contexts, for decades. 
For example:
Min-cut hypergraph partitioning is basic to divide and conquer. My group has had the state of the art in the field, off and on, for roughly the past quarter century.
TritonPart from 2023 is /par in OpenROAD today. And in TritonPart, there is a key step called boundary optimization where an ILP solver – such as CPLEX or OR-Tools – is called.
And the agent figured out a better way to set up and orchestrate these ILP calls! 
[CLICK] These are percentage cutsize reductions on the Titan23 benchmark suite – more to the right means a bigger reduction. So this tweak can enable massive cutsize reductions – and [CLICK] even using the weaker open-source ILP solver, OR-Tools, quite a few world’s best-ever cutsizes (highlighted with yellow here) are found. 
So as someone who’s worked on VLSI partitioning for three-plus decades – this is just nuts.
Today there’s a third generation of this engine called FastPart, that adapts to a given runtime budget – it matches state of the art cutsizes with order of magnitude speedups.  
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Hypergraph partitioning – beyond quality: speed

Same cutsize
with significantly 
faster runtime!

Better cutsize
than TritonPart

Presenter Notes
Presentation Notes
As shown here. On the left, FastPart (blue bars) achieves the same cutsize as TritonPart (orange bars) often with one to two orders of magnitude less runtime. The bar chart on the right shows how FastPart produces strictly better cutsizes on medium to large designs (shorter bars are better), even with the open-source OR-Tools solver instead of CPLEX.
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Agentic (human-like) macro placement leveraging vision

Hier-RTLMP Human MAGE

Hier-RTLMP Human MAGE

• MAGE = agentic human-
like macro placer

• Automates the human 
floorplanner’s role

• Vision-in-the-loop
• Follows a large set of 

human macro placement 
principles: boundary 
placement, macro stacking, 
etc. 

• Better PPA than 
commercial and open 
baselines

MAGE-generated
macro placements

MAGE-generated macro 
placements show structure
similar to Human

Ariane

BlackParrot

Ariane Ariane

BlackParrot BlackParrot

Presenter Notes
Presentation Notes
And agents can deliver high-quality human-like macro placements too – functioning as “operators” or “R&D collaborators”. 

MAGE from UCSD tries to automate what an expert human floorplanner does: not optimizing a scalar objective, but looking at the floorplan, reasoning about structure, and applying human-style placement principles. A key feature is vision-in-the-loop. The agent sees macro locations, whitespace, and alignment issues (and more), and then iteratively improves the placement. [CLICK] MAGE generates solutions that match the *style* of a human. It doesn’t perfectly replace the taste of a human expert, but the generated placements start to show a similar structure while also improving PPA over baselines – including commercial baselines. So here agents reason visually about design artifacts.
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(Don’t forget the optimization lever !)
• Partcl/HRT Macro Placement 

Challenge
• https://github.com/partcleda/macro

-place-challenge-2026
• Ended May 21 with 120 teams
• $20K prize money

• Results changing online …
but “This placement set” is still #1

As of 
June 22:

“This placement set” would rank #1

Presenter Notes
Presentation Notes
Of course, optimization and AI go hand in hand.  Yet another bite at macro placement here: A UCSD student would have won the recent Partcl/HRT Macro Placement Challenge by a wide margin – because he really understands optimization and how to harness agents --   
[CLICK] Even versus newer results that appeared recently.  So … another facet of what’s coming fast.

https://github.com/partcleda/macro-place-challenge-2026
https://github.com/partcleda/macro-place-challenge-2026
https://github.com/partcleda/macro-place-challenge-2026
https://github.com/partcleda/macro-place-challenge-2026
https://github.com/partcleda/macro-place-challenge-2026
https://github.com/partcleda/macro-place-challenge-2026
https://github.com/partcleda/macro-place-challenge-2026
https://github.com/partcleda/macro-place-challenge-2026
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• Single agent evolution delivers modest gains (~1-4%)

• Pairwise co-evolution generates stronger improvements (~6-8%)

• Joint evolution of all subsystems yields the most improvement (~8.3%)

Co-evolution of ABC by NVIDIA  C. Yu and H. Ren, https://arxiv.org/pdf/2604.15082

Evaluated across ISCAS’85/’89/’99, EPFL, VTR, 
DSP, and arithmetic blocks

Normalized QoR
(area-delay product) 

Vanilla integrated 
baseline 1.00

Evo FlowTune 0.962

Evo AIG Syn 0.957

Evo Map 0.988

All three 
evolved 0.917

Presenter Notes
Presentation Notes
And last, a glimpse of moving from isolated agent improvement to co-evolution across a million-line code base.
Here, NVIDIA evolves different pieces of the ABC logic synthesis package – flow tuning, logic synthesis, and mapping. Evolving any one component gets modest gains [CLICK], in the one-to-four percent range. But when the subsystems are evolved together, the improvement is larger [CLICK] – about 8.3% in the normalized area-delay product. This happens because EDA stages are coupled: a better mapper changes what synthesis should do, and a better synthesis strategy changes what mapping sees. So we should see stronger single agents AND multiple specialized agents that coordinate across interacting stages of the flow.

[2220 words]

1.2 millions lines of C code (850K orig), 4000+ source files.
Flow, Mapper, Logic Minimization agents.

https://arxiv.org/pdf/2604.15082
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Agenda 

Current AI landscape

Observations

Limitations

Outlook

Presenter Notes
Presentation Notes
So, those examples make the optimistic case: agents can tune flows, edit OpenROAD source, produce merge-ready PRs, improve partitioning, reason about macro placement, and co-evolve synthesis stages in a million-line code base.

But that is just part of the story. Once agents can generate useful changes, the pressure moves elsewhere. An observer must ask: what is the value, how do we measure it, who is accountable, and how do we keep the ecosystem from being overwhelmed?  So, some observations: 

2298 words
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1. Value and ROI – the missing denominator

OpenROAD
PR #9038 (agentic)
• ~$30 end-to-end
• 0 human edits

$30
??? (engineer hours; license hours)

• We show the cost, but NOT what the agent replaced / saved
• ROI demands a benefit metric that can be measured
• Denominator monetized today by EDA incumbents: (license cost + compute saved)

• Cadence shifting to pricing based on productivity gain

When agents do the heavy lifting, what exactly will be sold -- and what will be bought?

Presenter Notes
Presentation Notes
The first observation is about ROI, which is always THE gate to production deployment.

The OpenROAD pull request is exciting because the visible LLM cost is just thirty dollars, with essentially zero human edits beyond sign-off. 
But, thirty dollars is only the numerator. [CLICK] The real question is: what did the agent replace? Expert engineering hours? license hours? compute? failed attempts? review time? The denominator is where the economics lives, and EDA incumbents have known how to monetize it. 
[CLICK] But in an agentic eda, pricing is increasingly tied to productivity gain, not just seats. Cadence has announced a fully autonomous Virtual Engineer for chip design. 
[CLICK] So when agents do the heavy lifting, what exactly will be sold, and what will be bought, and how will the denominator be measured?

(~3 weeks ago)
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• Accountability lands on the human, 
for whatever the agent explores

• Risk: deskilling  dependence
on an opaque oracle

• Comprehension debt:
developers were 19% slower 
when using AI tools  developers 
understand less of AI-accumulated 
code over time 

2. Human vs. agents – generation vs. accountability

Agent

Human

explores  +   generates

judges  +   is accountable

• Proposes diffs
• Searches heuristics and operators
• Tunes knobs, runs trials
• Performs exploration

• Defines objectives and trade-offs
• Sets guardrails and gates
• Reviews, signs off
• Owns the risk and the result

Presenter Notes
Presentation Notes
The second observation is about accountability. [CLICK] Agents are great at expanding the search space: proposing diffs, trying heuristics, tuning knobs, and running many trials. But exploration is not accountability. Humans still define objectives, choose tradeoffs, set guardrails, review results, and own the risk if something breaks. 
[CLICK] There is also comprehension debt: when agents generate more code and design decisions, humans understand less of the systems they’re responsible for. So the question is: how agents will explore at scale while humans preserve judgment, comprehension, and accountability.
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3. Agentic EDA mapped to the hype cycle

“LLMs can’t design chips”
Reproducibility, optimization QOR

ChatEDA AuDoPEDA, 
HELIX, ORFS-agent

Frontrunning and goading

You are here

Cadence fully autonomous claims

Benchmark crisis, slop flood, 
comprehension debt, speed limits

Open vertical env,
CI-gated QoR, human-in-loop

Ex
pe

ct
at

io
ns

Naysayers Optimism Reality checks Plateau? 

• Hard gates: DRC / build
• Formal: Lean / SMT / static
• Seed sweeps + CIs
• Manifests: commit + PDK + 

agent

• Runtime overheads
• Benchmark crisis?
• Slop: review costly
• Comprehension debt

• Merge-ready PRs
• Code evolution
• Flow tuners
• Cadence leading edge tools

• Weak models
• Small context windows
• Stronger optimizers
• “Don’t believe the hype”

Maturity / time

Presenter Notes
Presentation Notes
Third, at least as an exercise: we can map agentic EDA to the hype cycle. 
[CLICK] We started with skepticism – “LLMs can’t design chips,” small context windows, weak models, reproducibility concerns, poor optimization QOR. 
Then [CLICK]  optimism arrived very quickly: you saw flow tuners, code evolution, merge-ready PRs, and so on – with a LOT of frontrunning and goading from academia.
[CLICK] Today we are somewhere near the top of the cycle, where expectations are still running ahead of measurement. The next phase [CLICK]  is the reality check: benchmark fragility, review cost, runtime overhead, comprehension debt, and speed limits. 
And the way out is [CLICK]   actually being more careful, with stronger gates – reproducible runs, CI-enforced QoR, formal checks, seed sweeps, and manifests that make agentic work auditable and reproducible and, more importantly, error-free and human-comprehensible. 
This might be the plateau where expectations meet realities.
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4. Governance and the “slop” flood

The PR flood: 1 good agent, 99 low-valued PRs

• More PRs/day from bots vs. humans  low-value PRs (“slop”)  longer review 
latency  good PRs miss maintainer attention

• Why this hurts EDA more? 
• QoR claims without proof (“how do we reproduce that timing number on Ariane”)
• Expensive validation (full RTL-to-GDS flow)  bad PRs burn compute and human time
• One bad merge can break flows, invalidate legacy data, etc.  regressions cost a LOT

• CI enforced QoR gates

• Provenance for every diff

• Versioned manifests

• Human-in-the-loop control

EDA governance: mechanical 
guardrails that scale

Build the quality gate first – and THEN open the floodgates

Presenter Notes
Presentation Notes
Fourth observation: that agentic merge-ready pull request has a DARK TWIN: the slop flood. Just as one good agent can create a useful contribution, many weak agents can flood a code base with low-value PRs. EDA [CLICK] is especially vulnerable because a bad PR is not just annoying. It can make unverifiable QoR claims, burn expensive RTL-to-GDS validation time, or silently break assumptions that older results depend on. 
[CLICK] This demands mechanical governance: CI-enforced QoR gates, provenance for every diff, versioned manifests, and human-in-the-loop control. [CLICK] Build the quality gate first; then open the floodgates. 

[like Yiran yesterday]
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FEOL/BEOL Critical path Architecture System opt.

• “Tau Scaling” can be seen as an example of “problem-level agency” (!!!)
• ISCAS26 keynote: [YouTube] [paper]

• EDA problem statements and methodology have been at best “inertial”
• What new problems will agentic AI pose for EDA (and agentic R&D engineers)?

Also: Agency over the problem …  

Geometric scaling  closed path Time scaling  new path
A new axis:

Presenter Notes
Presentation Notes
And for a last observation – I’m going to mention Huawei’s tau scaling again.
Tau scaling is obviously NOT about agentic EDA, but it IS a very human example of what I’ll call problem-level agency.

Whether “tau equals time” becomes the scaling law is not the point. The important point is the move itself: when the old axis stalls, redefine what the ecosystem should optimize.

[CLICK] In EDA, when the loss function or problem statement is NOT working, AI agents WILL REQUIRE AGENCY TO define new objectives and problem statements !  (And some of our EDA problem statements and objectives have hung around for as many decades as geometric scaling did …!)

https://urldefense.proofpoint.com/v2/url?u=https-3A__www.youtube.com_watch-3Fv-3D4a-2DKfIcpUvI&d=DwQFaQ&c=-35OiAkTchMrZOngvJPOeA&r=Q89qPZOyIq3LELUXotUsKQ&m=tg-hrwm4ZAyDuX5rD4jtU7c8nq2Gs5pfAt_cccBr8AU3TdvK1HpcxT0Oj2Y26blf&s=G5aGiiI7YztpY8Kb1uySTwnXA1YQEL8U-uaV90EOpGA&e=
https://chinaxiv.org/abs/202605.00224
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Agenda 

Current AI landscape

Observations

Limitations

Outlook

Presenter Notes
Presentation Notes
So those observations were cautionary, but still optimistic. Now, I want to call out some explicit limitations. Some are engineering limitations: better context, better tool APIs, better benchmarks. Others are deeper. EDA evaluation is slow, noisy, hierarchical, and expensive. Correctness is not optional. Many gains appear only after downstream validation, and many failures appear late. So the key question becomes: what are the real speed limits? Where will better models help, and where do we need better infrastructure around the models?



28A. B. Kahng, MPSoC-2026 260623A. B. Kahng, MPSoC-2026 260623

Gaps in current agentic EDA

Reliability / correctness
• Non-determinism
• What is “correct”?
• Verifiable guarantees

Meaningful benchmarks
• Better proxies are needed
• Static leaderboards
• Retractions + harness swings

Human-in-the-loop
• Review can not scale to 

machine-speed PRs
• Sign-off and accountability 

undefined
• Comprehension debt

Security / privacy / IP
• Agent conceived  no inventor
• Agents and tools are export-

gateable
• Slop flood + data-leakage / 

supply-chain risk

Brittle Gamed

Ad-hoc Afterthought

A. Ghose, A. B. Kahng and B. Pramanik, “Special Research Session: Progress and Roadmap 
Toward an Automated EDA R&D Engineer”, Proc. DAC’26 (upcoming)

Presenter Notes
Presentation Notes
Here are some main gaps I see in current agentic EDA. First is [CLICK] reliability: many systems are still non-deterministic, and in EDA “correct” is not always obvious until much later in the flow. Second is [CLICK] benchmarking. Static leaderboards are easy to overfit or game, and we need proxies that actually predict downstream value. Third [CLICK] is human-in-the-loop control. Review and signoff cannot scale at machine speed, and we should worry about comprehension debt. Finally, [CLICK] security, privacy, and IP are often treated as afterthoughts, but they may become first-order blockers: ownership, exportability, data leakage, and supply-chain risk all matter if these agents enter real product flows. [CLICK] My students and I have an upcoming DAC’26 special session paper if anyone is interested.
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• Export-control jurisdiction follows the tools your workflow used
 published / open-source avoids this – 2 layers (agentic + EDA tool)

• Both layers gate you: the agent (frontier model suspended) and the tools  
(proprietary EDA = FDPR link)  open EDA + open weights = stack you can own

Sovereignty – the EDA toolchain is a jurisdiction

US-origin proprietary EDA
(subject to the EAR)

Published open-source EDA
(not subject to the EAR)

Design + fab abroadDesign + fab abroad

EAR / FDPR exposure Design-tool link removed

vs.

https://zenodo.org/records/20736782

Presenter Notes
Presentation Notes
Sovereignty is another limitation, beyond vendors’ rights assertions to tool formats or outputs etc.

In chip design, jurisdiction can follow from where the designer sits or where the chip is fabricated – and the EDA tools used in the workflow. 
If the flow [CLICK] depends on US-origin proprietary EDA, then export-control and FDPR (foreign direct product rules) exposure can travel with that toolchain. [CLICK] Published open-source EDA creates a different path.
[CLICK] The same logic applies to agents plus EDA: models can be suspended or restricted, and proprietary EDA can gate the flow underneath. So open EDA plus open weights together is the stack you can fully own.

https://zenodo.org/records/20736782
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Challenge 1: validation & evaluation
•Agents are non-deterministic; flows are slow and expensive

• Reproducibility & traceability – same prompt, different code
• Cost: minutes to hours per RTL-to-GDS candidate 
• Improvements at GR / placement may only show after detailed routing

•What “correct” means is no longer obvious
• DRC-clean is necessary; not sufficient
• Multi-objective: WL, timing, power, area, runtime
• Generalization across designs and PDKs

•What we need 
• Standardized testbeds: ORFS, MacroPlacement, etc.

• Hard gates: DRC, build, regression tests – reject-before-scoring mechanisms 

• Formal contracts where possible: Lean / SMT / static analysis 

• Statistical rigor: seed sweeps, confidence intervals, ablations

Presenter Notes
Presentation Notes
Then there are challenges, where I’ll call out a top-three.

The first challenge is validation and evaluation.�
Agents are non-deterministic, and EDA flows are slow. The same prompt can produce different code, and the RTL-to-GDS flow takes hours to days. And, a change that looks good after placement may fail after routing. SO: Rewards are hierarchical and delayed.

[CLICK] Then, defining a “correct” code diff is not simple. DRC-clean is necessary, but not sufficient. We care about wirelength, timing, power, area, runtime, robustness, and generalization. SO: Constraints and careabouts live in some lexicographic order.

[CLICK] So what we NEED is evaluation infrastructure: standardized testbeds and hard safety gates (build, or DRC, or regressions) to have reject-before-scoring mechanisms. 
We’ll need formal contracts or static checks. And statistical rigor – starting with seed sweeps, confidence intervals, and ablations. 
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Challenge 2: humans + agents; IP & creators’ rights
•Where does the human belong in the loop?

• Objective definition, trade-offs, safety -- not API debugging
• Agents explore; humans judge and are accountable
• Risk: deskilling if agents become opaque oracle “experts”

•IP and creators’ rights are murky (in the ‘agentic future’ …)
• Who owns an LLM-evolved diff? Model? Prompter? Repo? (If it reads on a patent claim?)
• Permissively-licensed code bases might accept agent diffs (is usability clouded?)
• Training with public “scraped” corpora  (creator rights, opt-ins, … ?)
• Attribution and credit when an agent rediscovers known techniques

•What does “authorship” mean for agent-generated EDA code?

Presenter Notes
Presentation Notes
The second challenge is broadly around humans and agents and IP.�
Where should the human be in the loop? In the end: as little as possible.  

But for now: humans define objectives, judge trade-offs, and remain accountable – even as they face risks of deskilling themselves and basically getting weak.
Again for now: Agents mostly associate and explore while humans decide what is acceptable.

[CLICK] There are lots of IP and attribution questions. If an agent evolves a useful OpenROAD diff, who owns it? And if the agent rediscovers a published or patented technique, how is this flagged?
My message here is that the open-source community has to help the broader industry confront these questions early.  // and urgently.

3450 words
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Challenge 3: governance – from project to ecosystem
• Agents change the contribution model

• PRs at machine speed: how does review scale?
• Bot accounts, auto-generated commits  what counts as a maintainer signal?
• Risks: hallucinated, or subtly-wrong code overwhelming reviewers

• Ecosystem-level questions
• Reproducibility: pin commits, PDKs, agents, prompts
• Saturated benchmarks: need open, evolving evaluation suites
• Compute access: who can run repo-scale evolution?  equity in research
• Co-evolution: agent capabilities and tool APIs both moving targets

• In an ideal (OpenROAD) future … 
• CI-enforced QoR gates: non-regressing diffs, machine-checkable invariants

• Provenance metadata: model, prompt, evaluation context per diff

• Versioned manifests: OpenROAD commit + ORFS + PDK + agent  replay any result

Note: https://github.com/ieee-ceda-datc/OpenROAD-Research

Presenter Notes
Presentation Notes
The third challenge is project and ecosystem governance.�
Agents generate diffs at machine speed, so human review becomes a bottleneck. Guardrails, and ladders of checkers, and careful design of rewards – preventing subtly wrong changes from infiltrating the code base – there are many things to work on.�
[CLICK] At the ecosystem level, reproducibility means pinning not just commits and PDKs, but also agent versions, prompts, and evaluation settings. Benchmarks saturate quickly, so benchmark suites must avoid leakage and have roadmaps. Should we worry about equity of resources and access in the research ecosystem?  
And then, agents co-evolve with the agentic code surfaces they work with: who gets to control the universe of surfaces?   

[CLICK] So table stakes going forward might be called “proactive infrastructure”: CI-enforced QoR gates, provenance metadata for every agent-generated diff, and versioned manifests that make results replayable.  
And through initiatives like [CLICK]  this,  researchers might take the lead.


This is all doable, and paths forward are actually pretty obvious. It more an issue of what Archimedes said … “Give me a place to stand …”

https://github.com/ieee-ceda-datc/OpenROAD-Research
https://github.com/ieee-ceda-datc/OpenROAD-Research
https://github.com/ieee-ceda-datc/OpenROAD-Research
https://github.com/ieee-ceda-datc/OpenROAD-Research
https://github.com/ieee-ceda-datc/OpenROAD-Research
https://github.com/ieee-ceda-datc/OpenROAD-Research
https://github.com/ieee-ceda-datc/OpenROAD-Research
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Agenda 

Current AI landscape

Observations

Limitations

Outlook

Presenter Notes
Presentation Notes
So the early evidence is real, and the pressure points and limitations are real as well. So, I’ll give an outlook for agentic EDA on two levels. The practical level is production readiness. And the research level is more speculative: like, what comes after Level 5 Autonomy? 
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(1) Autonomous ≠ Uncontrolled
• Safety, guardrails and governance – autonomous R&D is not a free-for-all – it 

requires safe, auditable infrastructure

• Agentic R&D requires MUCH stronger guardrails than human R&D !!!

Human-in-the-loop

•PR reviews
•Code reviews
•Diff explanations
•“Blast radius” analysis

Golden evaluators

•Frozen regression suites
•DRC hard gates
•Timing regression thresholds
•Build + unit test enforcement

Auditability

•Every step must be logged, 
versioned, reproducible

•Who approved what? 
•Which QoR? 
•Under which commit?

Presenter Notes
Presentation Notes
The first outlook is simple: autonomous cannot mean uncontrolled. 
[CLICK] The more autonomy we give an agent, the stronger the guardrails have to be. 
For EDA, humans still need to review, sign off, and understand the blast radius of a change. 
We also need golden evaluators – frozen regressions, DRC gates, timing thresholds, build and unit tests – that reject bad changes before they become expensive. 
And every step has to be auditable: which model, which prompt, which commit, which QoR result, and who approved it. 
[CLICK] Agentic R&D needs stronger infrastructure than human R&D, not weaker.
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(2) Toward an open vertical environment for EDA agents

Environment scaffolding
(The substrate agents act inside)

Agent capabilities
(What we want agents to do)

Ecosystem and governance
(What OpenROAD can achieve)

Episode schema for EDA
(workspace, actions, constraints, 

QoR)

Lexicographic, constraint-
aware rewards

(hard gates  QoR frontier  cost)
Open evolving agent 

benchmark suite

Cross-stage state & 
observability

(RTL verif synth PD 
signoff causality)

Cross-tier orchestration
(flow-level + code-level in one loop)

Reproducibility manifests
(pinned commits, PDKs, agent 

versions, prompts)

Multi-fidelity ladder
(lint  sim  synth  PD  signoff 

audit)

Trajectory-grounded training + 
research-grade memory

CI-enforced QoR gates + 
machine-checkable invariants

Fast learned surrogates as 
first-class env citizens Code-level R&D Industrial calibration loop + 

compute equity

Presenter Notes
Presentation Notes
The second claim is that agents need an environment, not just prompts. THE key missing artifact today is the environment around the agent. What makes up this environment? On the left [CLICK] is scaffolding: episode schemas, cross-stage observability, multi-fidelity evaluation, fast surrogates.
In the middle [CLICK] there’s agent capabilities: constraint-aware rewards, cross-tier orchestration, trajectory-grounded training, memory, and code-level R&D.
On the right [CLICK] is where ONLY the open-source innovation ecosystem can lead: evolving benchmarks, reproducibility manifests, CI-enforced QoR gates, machine-checkable invariants, and so on.
So, the frozen regressions that you saw in the previous slide give safety; evolving benchmarks give progress. Surrogates guide exploration, while the golden evaluators decide admission of code diffs.
This is what I think the open-source community can actually build toward: an open vertical environment for EDA agents – which will also be the open research substrate that lets us understand agentic EDA.


[Applied Intuition for chip design …]
[The Pile for EDA: 800GB for language]�
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(3) The big shift – scope is expanding 

Tune Evolve Self-evolve Co-evolve

Where we are Where we are On the path Open frontier

The unit of optimization in EDA moved up a level – from parameters
to the algorithm’s source code itself (then, to whole flows)

Agents will build on and amplify decades of EDA foundations: 
human-built tools, literature, and benchmarks

Presenter Notes
Presentation Notes
The third outlook is ever-expanding agentic scope. We saw how this started with parameter tuning and is now in code evolution: agents evolving the code in a module like detailed placement. Self-evolution is the next step: an entire tool improving its own internal strategies. And co-evolution is the next frontier [CLICK] – multiple stages of the RTL-to-GDS flow adapting together. 
The big shift is in the unit of optimization: from parameters to source code, and eventually to whole flows. 
[CLICK] And this works because of decades of EDA foundations. Agents build on, amplify and eventually extend this canon.
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(4) Bottlenecks are moving / falling fast   2025 autonomous OpenROAD-agent 

• Step 1: Documentation as compression
• Step 2: Fuse documentation with non-code context 

implementation plans 
• Step 3: Implementation plans  diff tests + compile

checks + in-loop optimization for metrics 
• Step 4: Diff → PR, with unit tests, comments, mergeability 
• Step 5: In-house PR auditor reviews outputs of Step 4,

optionally return to Step 3

• Building the autonomous loop: 
• Feasible atop OSS agents (e.g., Cline, Codex)
• Harder to integrate with closed-source agents (e.g., Cursor)

Presenter Notes
Presentation Notes
The fourth claim is that bottlenecks are moving. 

It is instructive to see what OpenROAD-agent at MLCAD last September showed: basically, an autonomous loop: compress the repository into useful documentation, fuse that with non-code context from papers or issues, produce implementation plans, turn those plans into diffs, test and compile them, optimize against metrics, and package a mergeable PR. Then a PR auditor reviews the result and may send it back into the loop. 
[CLICK] This could use open-source agents like Cline or Codex. But the loop had to be built carefully; it was not automatic.
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(4) What shifted in 2026? (Stronger evaluators / auditors)
• The 2025 agentic pipeline is mostly commoditized now; the value 

has collapsed into two steps

Step 1
docs 
compression

Step 5
auditor

Step 2
context  plans

Step 3
diffs  tests + 
metric loop

Step 4
diffs  PR

commoditized commoditized commoditizedstill hard

still hard

• Lack of efficient proxies / fast surrogates
• TAT overhead
• Variance floor
• Multi-objective  agents struggle with this
• Goodhart: target a metric  it gets gamed

• Review can not scale
• Confidence vs. correctness
• Provenance + determinism
• “Spoofable” gates

Presenter Notes
Presentation Notes
What changed in 2026 is that much of that 2025 pipeline has become commoditized [CLICK]. Documentation compression, context-to-plan generation, and even diff-to-PR workflows are increasingly standard agent capabilities. So the value collapses into two hard parts [CLICK]. First is the metric loop [CLICK]: how do we evaluate candidates efficiently when full EDA runs are slow, noisy, and multi-objective? Second [CLICK] is the auditor: how do we review, verify, and trust results at scale? That is where the bottleneck now lives. We need proxies, variance, avoiding too much of Goodharting, aiming for provenance and determinism. The list is long, but we have to get there. 

4199 words
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(5) Production AI-EDA needs a stack, with human-in-the-loop
Human control plane   (define objectives, judge trade-offs, sign-off)

Governance and provenance   (per-diff manifests, CI-gated QoR, 
license / export policy, inventorship log, slop admission gate)

Agent orchestration (planner + specialized sub-agents, evolution, 
memory, corpus)

Evaluation and verification (golden evaluators, hard gates, formal 
checks, Cis, seed runs)

Open EDA foundation (OpenROAD / ORFS, open PDKs, MCP, 
benchmarks)

Compute + model substrate (open-weight, frontier models, sovereign / 
on-prem compute)

To
 re

ac
h 

pr
od
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n 
m
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ur

ity

Presenter Notes
Presentation Notes
The fifth outlook is the path to production AI-EDA: We need a stack, not just a chatbot. At the bottom [CLICK] is the compute and model substrate: open weights, frontier models, sovereign or on-prem compute. Above that [CLICK]  is the open EDA foundation: with open PDKs, benchmarks, and standard interfaces. The critical middle layer [CLICK]: is evaluation and verification – golden evaluators, hard gates, formal checks, CI, and seed runs. Only then does agent orchestration [CLICK] become useful. [CLICK] Above that are governance and provenance: manifests, licensing, export policy, inventorship logs, slop admission gates. And at the top [CLICK] is the human control plane: objectives, tradeoffs, and sign-off.
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(6) Closing the loop: optimization is still the lever
Agents propose; evaluators score; but optimization moves the layout

Leaderboard

Agent 
propose

Optimizer 
realizes

Layout 
realization

Evaluator 
scores

Agentic 
optimization 

loop

Liquid / 
continuous idea space

Discrete 
placement

Evaluator scores 
the implementation

Evaluation metrics

Optimizer realizes  the ideas

Agentic EDA ROI is defined by how we couple search, eval. and opt.

Presenter Notes
Presentation Notes
And here is me wanting to close the loop back to optimization. On the left [CLICK] is the agentic loop: an agent proposes, an optimizer realizes, the layout is evaluated, and the score feeds back. This Partcl/HRT eye candy [CLICK] on the right is given as a reminder that optimization is still one of the biggest levers in EDA. That contest’s leaderboard rewards something very concrete: low proxy cost, legal macro placements, no overlaps, across benchmarks. [CLICK] The middle cartoon shows the intuition: we may think in terms of smooth or liquid layout ideas, but those ideas have to be realized as discrete, legal placements that satisfy real metrics. [CLICK] So even if agents become better at proposing directions, the chip improves only when optimization turns those directions into high-quality layouts. Agents amplify the loop, but optimization is still the lever that moves the layout.
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Beyond agentic?  agency over the problem … 
• The next era will bring agency over the problem – not just the solution

• Agentic = agency over the solution with fixed
problem statement, objective functions, optimization surface

• Beyond agentic = autotelic = agency over the problem

1 2 3 4 5

Execution Model Candidates Solution Problem

Run the task; Change the 
heuristic

Generate 
alternatives

Pick / optimize 
the answer

Choose the 
objective / 

abstraction / spec

Agentic Autotelic?
We are here Sets goals / chooses 

the problem

Increasing agency

Presenter Notes
Presentation Notes
So … what comes after “agentic”? I’ll claim that today, agentic mostly means agency over the solution: the system can generate alternatives, search, optimize, and pick an answer. But the problem is still given by humans: the objective, abstraction, specification, and benchmark. As I’ve said already, beyond this, the next frontier will be [CLICK] agency over the problem itself. That could mean helping choose the objective, invent the abstraction, or redefine the spec. And the word for this is autotelic [CLICK] – meaning systems that don’t just reach goals – they set goals and are self-directed. But for a while yet, humans will decide which problems are worth solving.

If there is one takeaway here: It is that agentic EDA is building tighter loops around the 60-year canon of design and EDA knowledge – leveraging models, search, optimization, evaluation, and human judgment. There are serious responsibilities – validation, governance, reproducibility, and accountability – but amazing opportunities as well.

And … Thank you to Marilyn for inviting me to my first-ever MPSoC, and huge thanks to my Ph.D. student Bodhi Pramanik, who not only developed many of the works I’ve mentioned, but really helped immensely with these slides.
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Links
• GitHubs/Docker Hubs/etc.
• ORFS-Agent: https://github.com/ABKGroup/ORFS-Agent
• EDA corpus: https://github.com/OpenROAD-Assistant/EDA-Corpus
• OpenROAD-Agent: https://github.com/OpenROAD-Assistant/OpenROAD-Agent
• OpenROAD-Assistant: https://github.com/OpenROAD-Assistant/OpenROAD-Assistant.git
• EDA-AI: https://github.com/Thinklab-SJTU/EDA-AI/tree/main
• EvoPlace: https://github.com/yaoxufeng/EvoPlace/tree/master
• ChatEDA: https://github.com/wuhy68/ChatEDA
• AuDoPEDA: https://hub.docker.com/r/abkgroupucsd/audopeda
• HELIX: https://github.com/ABKGroup/HELIX.git
• MLCAD26 contest: https://github.com/ASU-VDA-Lab/MLCAD26-Contest.git
• GR-Evolve: https://github.com/ASU-VDA-Lab/GR-Evolve
• CHICO-Agent: https://github.com/ASU-VDA-Lab/CHICO-Agent
• OpenROAD: https://github.com/The-OpenROAD-Project/OpenROAD.git
• ORFS: https://github.com/The-OpenROAD-Project/OpenROAD-flow-scripts.git
• ORFS Docker image: https://hub.docker.com/r/openroad/orfs
• FastPart / hypergraph partitioning artifacts: https://vlsicad.ucsd.edu/hypergraphs/
• MacroPlacement benchmark/infrastructure: https://github.com/TILOS-AI-Institute/MacroPlacement
• CircuitNet: https://github.com/circuitnet/CircuitNet
• CircuitOps: https://github.com/NVlabs/CircuitOps
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